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Abstract. This paper describes an automatic method for generating analysis models to be 
meshed with finite elements of more than one dimension, known as mixed dimensional models. 
Mixed dimensional models offer much reduced analysis times, while not compromising simula-
tion accuracy to the same extent as fully dimensionally reduced models composed of 2D ele-
ments stiffened using beam elements, which are currently utilised in the aerospace industry. 
The techniques described make possible the automatic generation of mixed dimensional models 
directly from CAD, allowing for rapid iteration during early design. 

1   Introduction 

Fully detailed CAD models are often unsuitable for direct analysis. Analysis models 
can be produced from CAD using a simplification or transformation process such as 
defeaturing, in which small details are suppressed, or dimensional reduction. This 
paper will refer to all such transformations as ‘idealisation’. The current idealisation 
method of choice in the aerospace industry is to create a stiffened shell model; where 
the mid-faces of the thin sheets in a component are shell meshed, and beam elements 
added to ensure the model has the appropriate stiffness. This reduces the original solid 
geometry to a collection of thin sheets, and is known as dimensional reduction since 
the model is now represented by entities of lower manifold dimension. 

It has been demonstrated elsewhere [1] that it is beneficial to idealise thin walled 
structures for finite element analysis, especially during the early stages of the design 
process, since idealised models can be analysed more quickly because the number of 
degrees of freedom in the model is reduced. Most commercial finite element pre-
processors constrain the continuum elements used to mesh thin regions to have lateral 
dimensions similar to the thickness of the region such that a large number of very small 
elements are required for large thin sheet regions. When a thin sheet region is approxi-
mated using its mid surface the thickness of the region does not constrain the size of shell 
elements used to mesh it. This means much larger elements can be used, which greatly 
reduces the number of elements, and therefore the number of degrees of freedom in the 
model. It has also been shown that shell elements are more accurate and have better nu-
merical conditioning in thin sheet regions when compared to continuum elements. 

Although stiffened shell models are extremely efficient to analyse, they do not have 
the ability to appropriately model the behaviour in areas with complex geometrical de-
tail. Also, the preparation of these analysis models is extremely time consuming.  
According to industrial sources the idealisation process can take several months for 



282 T. Robinson et al. 

some components. The quality of the idealisation is dependent on the skill of the analyst 
who creates it. It is their engineering judgment which is used to determine the section 
properties used for stiffeners, and how to treat local features e.g. fillet radii.  Stiffened 
shell models are usually constructed from scratch, and as such are independent of the 
CAD model of the component. This hinders current ambitions for a fully integrated 
design process and prevents rapid iterative changes to a design. 

This paper presents an alternative method of idealisation in which 3D models of the 
geometrically complex regions in the component are preserved, while the thin walled struc-
tures are identified and dimensionally reduced to their mid faces. The mid faces can then be 
shell meshed, while the complex regions are meshed using 3-dimensional elements.  

Although these models are more computationally expensive than stiffened shell 
models, they have the ability to appropriately model the behaviour in the complex 
regions, while still offering considerable savings in analysis time over a fully 3D 
analysis model. Using the procedures in this paper, models of this kind can be created 
automatically. Coupling methods to ensure accurate results at the interface between 
the regions of differing dimension are also discussed. 

2   Existing Research and Capabilities 

[2] introduces an approach for creating mixed dimensional idealisations from solid 
models based on dividing a body into simple solids, and then selecting the solids with 
a thickness less than set value to dimensionally reduce to their mid-face. [3] presents a 
similar approach, but uses a different technique for creating the mid-faces. The proce-
dures in both of these papers use the absolute thickness of a region to determine if it is 
thin, without taking account of the associated lateral dimensions. This can result in 
thin regions with small lateral dimensions being inappropriately dimensionally re-
duced, but regions with a thickness above the target value being retained as solid, 
even though their lateral dimensions are suitably large for the region to be dimension-
ally reduced. In this paper a relative measurement known as aspect ratio (AR) is used 
instead of absolute thickness limits. Aspect ratio is a measure of the size of a region’s 
lateral dimensions relative to its thickness. 

The requirement for integrated model idealisation has led to the inclusion of geo-
metric idealisation and dimensional reduction tools in commercial finite element 
analysis pre-processors becoming more common. Many pre-processors offer “mid 
surface extraction” tools, allowing the user to extract the mid surface from a solid 
part, or from between two opposite faces.  Some of the more advanced tools also have 
the ability to extract a surface from a group of user defined surfaces. 

The idealisations offered by such tools can be inappropriate. Figure 1(a) shows a 
part and (b) the same part with the mid surface calculated using a commercial CAD 
package in grey. Clearly the calculated mid surface does not accurately represent the 
part. Indeed it is not obvious what form the mid surface should take in the vicinity of 
the change in thickness. Problems also exist for “T” shaped sections, where the faces 
from which the mid surface are to be extracted are ambiguous. When used on sections 
such as this many programs will produce an incorrect or incomplete idealisation.  An-
other issue is that the idealisation tools cannot usually be used for regions within a 
part, and will reduce all of a component where perhaps only some regions are suitable 
for idealisation. In Figure 1 a full 3D analysis would be required at the change in  
section to model the complex local stresses that occur in such regions.  
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(a)                                                               (b)

 

Fig. 1. Part body and part body with idealisation 

The aim of the research presented in this paper is to automate the preparation of 
idealised 3D-2D mixed dimensional models from a 3D CAD model. This will allow 
the advantages of appropriate idealisation to be realised without the risk and expense 
of preparing the simplified models manually. 

3   Mixed Dimensional Models 

Figure 2 and Figure 3 respectively show a 2D aero engine casing profile and a 3D CAD 
model of an aero engine exhaust casing, along with their mixed dimensional idealisations. 

For the 2D model the dimensionally reduced entities are shown as lines; the entities 
which are not dimensionally reduced are shown as faces. In Figure 3, the dimensionally 
reduced mid-faces are shown in light grey and the detail features are shown in dark grey. 

Critical aspect ratio (CAR) controls how large the lateral dimensions of a region 
have to be relative to its thickness before it is considered suitable for dimensional 
reduction. Figure 4 shows the effect of varying critical aspect ratio on the dimensional 
reduction of the aero engine casing profile.  As the critical aspect ratio is reduced the 
amount of the model which is dimensionally reduced increases.  An increase in the 
amount of the model which is dimensionally reduced corresponds to a further reduc-
tion in analysis time; but possible increase in analysis error. 

 

Fig. 2. Complex planar face and its mixed dimensional approximation 

 

Fig. 3. Complex solid model and its mixed dimensional approximation 
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Fig. 4. Variation in critical aspect ratio 

4   The Medial Axis Transform (MAT) 

The medial axis transform (MAT) or medial object (MO), originally proposed by [4],  
is a property of geometric shape and is the underlying technology used in the proce-
dures described in this paper to determine where the thin regions occur. The medial 
axis is a skeleton-like representation of geometric shape comprised of a set of geomet-
ric entities which are created by tracing out the centroid of the maximal inscribed disc 
as it rolls around the interior of a surface, Figure 5 (a); or of the maximal inscribed 
sphere as it rolls around the interior of a solid, Figure 5(b). 

These geometric entities plus the associated radius function form the medial axis 
transform, which is a complete, unambiguous representation of the original shape. 

The 2D MAT (Figure 5 (a)) is made up of medial edges and medial vertices. The 
edges are swept out by the centre of an inscribed disc that touches the face boundary in 
two places. Medial vertices occur where the disc touches in three places or more. Radius 
information is stored at each point on the medial axis, this is the radius function men-
tioned above. The 3D MAT (Figure 5 (b)) is a non-manifold collection of medial faces, 
edges and vertices. It is often referred to as the Medial Object or MO since it does not 
resemble an axis as the 2D case does.  A medial face exists where the inscribed sphere 
is in contact with the boundary of the solid at two distinct points, as is the case for 
sphere A in Figure 5 (b) Since the inscribed sphere is defined by four quantities, the x, y 
and z coordinates of its centre plus the radius, the sphere centre has two degrees of free-
dom and therefore sweeps out a surface.  Medial edges occur between medial faces 
where the inscribed sphere is in contact with the boundary at three distinct points, as in 
sphere B in Figure 5 (b). Medial vertices bound medial edges and occur where the me-
dial sphere is in contact with the boundary at four distinct points, as is the case for 
sphere C in Figure 5 (b). Degenerate edges or vertices can occur where the inscribed 
sphere is simultaneously in contact with more than the minimum number of points on 
the boundary, for example where the inscribed sphere moves along the neutral axis of a 
square prism. The inscribed sphere radius reduces to zero at a convex edge of the model. 
A medial face where this occurs is sometimes known as a medial flap, Figure 5 (b). Me-
dial edges and vertices can also be caused by curvature contact between the inscribed 
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(a) (b) 

Fig. 5. The medial axis transform; (a) The 2D medial axis with inscribed discs on a medial edge 
and at a medial vertex. The region represented by the disc on the medial edge is shown in grey; 
(b) The 3D medial axis with inscribed spheres on a medial face (A), on a medial edge (B) and 
at a medial vertex (C). 

sphere and the boundary, for example where the sphere moves along the axis of a 
cylinder or terminates in a spherical surface, [5].   

The set of object boundary entities the medial disc is in contact with as it traces 
each medial entity are known as its defining entities. 

The TranscenData Europe Ltd implementation of the MAT [6], commercially 
available as the Medial Object Toolkit within the CADfix software, was used for the 
work outlined in this paper. 

5   Dimensional Reduction of 3D Models 

Thin sheet regions in solid bodies have large lateral dimensions relative to their thick-
ness. The identification of thin sheets occurs in two steps. The first step eliminates all 
medial faces which are definitely not thin. The remaining medial faces, which may 
represent thin sheets of material suitable for dimensional reduction, are referred to as 
candidate medial faces. Candidate medial faces are defined by two object faces and 
are not medial flaps. For the thin walled example component shown in Figure 6 the 
candidate medial faces are shaded in Figure 7. The enlarged section of Figure 6 shows 
the complete medial axis, with additional medial flaps we wish to ignore, while  
Figure 7 shows only the seven candidate faces. 

 

  

Fig. 6. A thin walled component, with 3D 
medial axis 

Fig. 7. Candidate thin faces 
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5.1   Insetting and Aspect Ratio 

It is necessary to inset the proposed interface between the thin sheet and detail feature 
into the thin region to allow the complex stress contours which occur adjacent to de-
tail features to be modelled using continuum elements. It is not possible to accurately 
model the complex behaviour in these regions using reduced dimensional elements. St 
Venant’s principle [7] suggests that insetting the interface between the thin and com-
plex regions into the thin region by a distance of the order of the region thickness is 
sufficient to capture the localised complex stresses in linear stress analysis problems. 

Figure 8 (a) shows the bending stress for a section of a component which has traverse 
shear loading applied at one end. Figure 8 (a) shows the linear variation in stress contours 
through the sheet thickness at a mixed dimensional interface which has been inset by one 
thickness. In the model in Figure 8 (b) the interface has not been inset, and the resulting 
nonlinear variation in stress through the thickness at the 3D side is obvious. The stress 
contours are also not continuous between the top surface of the plate and the adjacent 3D 
surface. It is worth noting that even for the model where there is no inset the result is still 
accurate at a distance of one thickness from the mixed dimensional interface. 

To effect insetting in 3D, an offset or shelling operation is carried out on the boundary 
of the thin regions. Shelling can be achieved by calculating the 2D MAT on  a 3D medial 
face, and using the 2D radius function to create an offset profile. This offset profile can 
then be extruded through the thickness (i.e. projected onto the two defining faces of the 
medial face on which the offset profile lies) and used to slice the model into a cellular 
solid, as well as serving as the boundary for the mid-face representing the thin region. 

Above, the bold black outline is a candidate 3D medial face that is possibly thin. The 
solid it represents is not shown. The solid lines in the interior are the 2D MAT of the 3D 
face. The dashed outline is the offset geometry, which will be extruded perpendicular to 
the 3D face and used to split the solid. Note that at convex corners of the face, the two 
offset edges found in that corner meet exactly on the 2D MAT, and that the 2D medial 
radius at these points is equal to the offset distance (OS). For concave corners, an arc 
can be inserted, since this is always equidistant from the concave vertex. 

This process alone is not sufficient to determine if a medial face represents a slen-
der region, since candidate faces may contain regions which differ in their suitability 
for dimensional reduction. 

 

  
(a) Interface inset by one thickness. Linear 
stress distribution through thickness. 

(b) No inset at the mixed dimensional inter-
face. Non-linear stress distribution through 
thickness. 

Fig. 8. Modelling the interfaces between thin sheets and details 
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Fig. 9. Offset geometry to effect insetting in 3D 

Figure 10 shows, from left to right, an example 3D solid, the single candidate me-
dial face identified as possibly thin, and the resulting dimensional reduction (created 
using extruded offset geometry as just described). The narrow section does not have 
large lateral dimensions and should not be reduced; however the remaining section of 
the face is still suitable for reduction. The aspect ratio is not a property of the whole 
thin region, and must be calculated at a finer granularity. 

The offset geometry is modified by using the 2D MAT to identify regions of suit-
able lateral dimension. Points are identified on the 2D MAT where the medial radius 
is equal to (CAR/2 + OS) x D3D. Such a point is shown in Figure 11 (b) using a hol-
low black circle,  and represents the region of the medial face which will have lateral 
dimensions equal to CAR x thickness after the insetting. 

The touching points of these points are created on the defining edges. Vertices are 
created to represent the endpoints of a spline at the insetting of the touching points, 
depicted in Figure 11 (b) using filled black circles. A further spline control point 
(filled grey circle) is created at a distance of CAR/2 x D3D from the radius threshold 
point (hollow black circle), positioned between the end points. Figure 11 shows this 
point on the medial edge, but this need not be the case. 

Figure 11(a) shows the treatment of a concave corner. This is part of the offset al-
gorithm itself as opposed to corner rounding. Figure 11 (b) shows an example of the 
process for a convex corner region. The spline is represented by a dashed black line.  The 
inset touching points are used to trim the inset edges. The remainder of the inset edges 
and the splines are used to create edge loops, which are extruded into cutting faces for 
partitioning as well as being used to form mid-faces. Figure 11 (c) shows a section of an 
example medial face. The resulting offset geometry is shown in Figure 11 (d).  

 

 

Fig. 10. Desirable/undesirable dimensional reduction in 3D 
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(a) Concave corner (b) Convex corner.  Inset touching points 
as solid black circles.  Hollow black circle 
where 2D medial radius = (CAR/2 + OS) 
D3D. Filled grey circle at vertex on me-
dial flap.  Spline in dashed black line. 

  
(c) Profile in black, MAT in black dotted 
lines, inset edges in grey, concave radius in 
dashed grey line, Splines in dashed black 
line, black dots where radius = (CAR/2 + 
OS) x D3D. 

(d) Profile in black, and outline of new 
mid-face in dashed black lines. 

Fig. 11. Creating an appropriate medial face 

 
Variables used in Figure 11 are as follows: 

CAR  – Critical aspect ratio (see Figure 4) 
D3D – 3D Medial radius (thickness of the region to be reduced) 
OS – Offset factor (multiplier applied to D3D to determine inset  

    distance) 
 

Although this process is referred to as corner rounding, it is not restricted to operation 
solely in the corners of the face. The defining entities of the medial edge on which the 
radius threshold point lies can be used to identify any two pieces of the offset geometry 
that can be bridged with a spline. In this way, narrow face regions that widen at both ends 
can be trimmed away as shown in Figure 12. In the top diagram is a dotted outline of the 
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Fig. 12. Eliminating thin necks 

offset geometry without corner rounding. In the bottom diagram is the result of corner 
rounding, showing the spline end points as circles, and the radius threshold points as boxes. 

For an example on a 3D part, see Figure 14. 
Rounding corners has the added benefit of easing the derivation of coupling equa-

tions at the 3D-2D interface, by removing sharp changes of direction in the cut faces 
(they all meet tangentially). 

Using the rich information imparted by the 2D MAT, the desired insetting is 
achieved, while also calculating a useful aspect ratio measure for the 3D case, and 
creating tangential cut surfaces. 

5.2   Creating the Cellular Model 

In 3D a cellular model is created by extruding the offset geometry for each thin sheet 
mid face onto the defining faces of the region. The resulting cut faces are shown 
dashed in Figure 13 (c). The resulting cellular model (Figure 13 (d)) is a non-manifold 
solid, with the cut faces shared between neighbouring cells. 

Figure 13 (c) and (d) and Figure 14 below also provide an illustration of the proc-
ess described in Figure 11, in which the portion of the model above the central rib is 
considered to have too low an aspect ratio, and the opposing sides are bridged, creat-
ing two thin regions. 

The mid-face representing the thin sheet region is also stored with the model as an 
attribute of the appropriate cell. Suppressing the thin sheet solid cells will result in a 
mixed dimensional model where the mid faces represent the thin sheet regions.  Sup 
pressing the mid-faces and not the solid cells will result in the entities required for a 
detailed analysis model, but with the possibility of meshing the thin sheet solids using 
more efficient mesh structures than in the complex regions. Examples of alternative 
meshing techniques in the thin regions include using P-elements [8] or thick shell 
elements [9]. Anisotropic solid meshing is also an option (in which the elements have 
large lateral dimensions compared to thickness). 
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(a) Solid (b) Medial Axis, with 2D MAT on thin faces 

   
(c) Cutting faces (d) The cellular solid 

Fig. 13. 

 

Fig. 14. Mixed dimensional model 

6   Mixed Dimensional Coupling  

To analyse mixed dimensional models coupling is required at the interfaces between 
elements of different dimension. It is the coupling equations that transfer the behav-
iour at one side of the mixed dimensional interface to the other. Most finite element 
pre-processors include mixed dimensional coupling tools, but many do not achieve 
accurate results. This section summarises previous successful research on this topic.  

Many coupling techniques are inaccurate, which is demonstrated by the spurious 
stresses that occur at the mixed dimensional interfaces when they are utilised.  These 
techniques are inaccurate because the majority of them are derived by considering the 
relative displacements of the nodes on either side of the interface.  

The accurate coupling of regions of different dimension has been investigated by [10, 
11, 12]. The approach adopted by these authors assumes the stress through the thickness 
adheres to the conventional strength of materials theories in dimensionally reduced  
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regions i.e. that in-plane loading and/or plate bending causes stress which varies linearly 
through the thickness, whilst out-of-plane shear forces cause shear stress which varies 
parabolically through the thickness.  It is the ability to determine the distribution of 
stress through the thickness of the plate that allows a more accurate coupling technique 
to be derived.  St Venant’s Principle [7] suggests the stress in a body will assume this 
distribution as the distance from a detail feature becomes large relative to thickness.   

McCune introduced the procedures for coupling solids and shells (3D-2D) [10], 
Monaghan extended it to 3D-1D coupling [11] and Shim automated the procedure for 
3D-2D models and for laminates of multiple materials [12].  The underlying principle 
of these techniques is to equate the work done on the boundary of the reduced dimen-
sional side of the mixed dimensional interface to the work done by the stresses on the 
full dimensional side.  Equation 1 shows the equation which equates the work done on 
both sides of a 1D/2D interface. The stresses on the 2D side of the interface are writ-
ten in terms of forces and moments on the reduced side under the assumption that the 
mixed dimensional interface is within the slender region where the stresses are given 
by plate theory.  P, Q and M are the axial force, shear force and bending moment re-
spectively, as shown in Figure 15. u, υ and θ are the associated beam displacements, 
where as U and V are the continuum displacements. 
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This allows the forces and moments to be eliminated, resulting in multipoint con-
straint equations relating the displacements and rotations of the reduced dimensional 
side to the displacements on the 2D side (equation 2 below). 
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In practical terms this is achieved by writing multipoint constraint equations 
(MPCs) for each node on the reduced dimensional side of the interface, relating each 
degree of freedom for that node to the degrees of freedom of the nodes adjacent to it 
on the full dimension side of the interface. 

The 3D-2D case is described in [12], and is not reproduced here since it is signifi-
cantly more complex. 

Figure 16 shows the spurious stresses occurring at the mixed dimensional interface 
when the example model from Figure 8 is coupled using the techniques in a commercial 
FEA package.  The results shown in Figure 8 (a) are for a model coupled using the work 
described above.  

 

Fig. 15. A mixed dimensional interface 
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Fig. 16. Model coupled using element in commercial FEA package 

7   Face Grouping 

The procedures which have been described are only valid for simple topologies. Mod-
els which have more complex topology complicate the interpretation of the medial 
axis transform information. Here, the meaning of “complex” refers to the presence of 
additional edges and vertices between faces that join tangentially, for example score 
lines/points for load application, referred to hereafter as composite faces. When ideal-
ising models with composite faces, individual thin sheet regions may be represented 
by multiple medial entities, none of which are appropriate for dimensional reduction 
in their own right. A method is required for determining if a region can be reduced 
which is modelled using multiple medial entities. 

To assess the suitability of a group of medial entities which represent the same region 
to dimensional reduction, the aspect ratio of the entire region is considered.  For models 
with composite faces it is assumed that two medial entities define the same region if they 
are adjacent and have a similar thickness. For a group of adjacent medial entities, if 
[(Max(D) – Min(D)) / Max(D)] is small (<0.05) they are said represent the same region.  
Min(D) and Max(D) refer to the min/max medial radius values taken across all faces in the 
group. As before, entities which meet the criteria are labelled candidate medial entities. 

Groups of medial entities which are determined to represent the same region are com-
bined to create composite medial entities.  Figure 17 (a) shows a profile in which the hori-
zontal region is represented by five medial edges.  There are two composite medial edges in 
 

ME 1 ME 3ME 2 ME 5ME 4

 

Fig. 17. (a) Dirty profile geometry and (b) candidate medial edges  
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Fig. 18. (a) A solid model with composite faces and (b) candidate medial faces in grey 

the model shown in black, one comprised of one vertical candidate edge, and one com-
prised of the five horizontal candidate edges (ME1 to ME5).  The aspect ratio of a compos-
ite medial edge, calculated using the combined length of the edges and the diameter of the 
maximal inscribed disc used to trace any of the edges, is used to determine whether the 
region represented by the composite entity is suitable for dimensional reduction. 

For the 3D model shown in Figure 18 there are four candidate medial faces; one in the 
vertical section, and three in the horizontal.  This model has two candidate composite me-
dial faces, one in the vertical member comprised of one candidate medial face, and one in 
the horizontal member comprised of three candidate medial faces. To dimensionally re-
duce the component the 2D MAT has to be computed for each composite medial face. 

8   FE Models and Results 

The results presented in this section are taken from [1], included here for completeness. 
As part of the VIVACE Framework 6 European project [13] the mixed dimen-

sional modelling procedures were used on a gas turbine engine component, the CAD 
model of which is shown in Figure 19 (a). A mixed dimensional model was compared 
to a densely meshed 3D model of the component used as the reference model, and a 
stiffened shell model, Figure 19 (b). 

For the reference model an unstructured tetrahedral mesh was created; with curva-
ture sensitive meshing used to provide smaller elements adjacent to complex features.  
The mixed dimensional geometry was created for a critical aspect ratio of 10; and the 
mixed dimensional interface was inset by the local thickness of the region.  Two dif-
ferent mixed dimensional models were created using the same mixed dimensional 
geometry, but using different meshing techniques. For the first model, MD1, thin 
sheets of material, Figure 19 (d), were shell meshed and the remainder of the model, 
Figure 19 (c), was meshed using tetrahedral elements.   

When the thin sheets of material were removed from casing, roughly half of the 
remaining solid was made up of long slender solids where one dimension was much 
longer than the other two.  For the second mixed dimensional model, MD2, the long 
slender solids were isolated and meshed by extruding a triangular mesh along their 
length, creating wedge elements.  The wedge elements are shown in middle grey in 
Figure 19 (e). Also shown in Figure 19 (e) is the shell mesh used for the thin sheets, 
in light grey, which were the same for MD1 and MD2.  The unstructured tetrahedral  
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(a) The component model (b) Stiffened shell model (c) Solid in mixed dimen-
sional solid 

 
 

(d) Mid-faces in mixed dimen-
sional model 

(e) Close up of mesh.  Shell elements in lights grey, 
wedge elements in middle grey and tet elements in 
dark grey. 

Fig. 19. Modelling the aero engine component (intermediate engine casing) 

elements used for the remainder of the model are shown in dark grey. A modal analy-
sis was carried out for all models.  A static analysis was carried out for the 3D model 
and the mixed dimensional model MD2.  

8.1   The Modal Analysis 

A modal analysis is used to study the dynamic properties of a component when it is sub-
jected to a vibration.  A finite element analysis will return the frequency of vibration and the 
corresponding mode shape.  A free-free modal analysis was carried out for each model, 
during which the first 40 modes of vibration were calculated, and the frequencies of the 
elastic modes compared.  As frequency is dependent upon mass it is common practice to 
adjust the density applied to an idealisation so that its mass is correct, which for this investi-
gation meant that it was the same as the 3D model. The mixed dimensional model had a 
mass difference of 0.2% compared to the solid model, and due to the small difference its 
density was not altered.  The stiffened shell model had a mass difference exceeding 1.5%; 
therefore the density applied to the model was reduced from 2700 kg/m3 to 2660.7 kg/m3. 

The computational efficiency is represented in this paper by the number of degrees of 
freedom (DoF) in the model.  Unfortunately as each of the analysis models was created 
by different project partners, and analysed using different tools, a comparison of analysis 
times for the models is not meaningful.  A summary of the results is shown in Table1. 

At 9.4 million degrees of freedom the 3D model was extremely large, and at the 
limit of what was achievable using the available workstations.  As well as being time 
consuming to analyse, a component model of this size cannot feasibly be used in the 
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analysis of an assembly. The number of degrees of freedom in the stiffened shell 
model was three orders smaller than for the 3D model, and although an exact com-
parison of analysis times is not possible, the analysis time was reduced from in excess 
of 10 hours for the 3D model to less than 1 minute. Given this magnitude of the re-
duction in model size, the results for the stiffened shell model were surprisingly accu-
rate; however this has to be offset by the considerable time taken to create the model, 
and the uncertainties in the approach.   

The 60% reduction in degrees of freedom for mixed dimensional model MD1 was 
smaller than expected given that approximately half of the model was thin sheets and 
dimensionally reduced; however it is important to notice that there remain a lot of very 
small tet elements in the long thin regions which bound the thin sheets. The small tets 
were addressed in MD2 in which these long thin regions were sweep meshed, allowing 
the size of the model to be reduced to 8% of the size of the 3D model. 

The mode shapes were the same for each of the models for all of the elastic modes 
of vibration. The mixed dimensional model MD2 had an average difference of 3.2% 
relative to the 3D model, which was less than half the 8.5% calculated for the stiff-
ened shell model. The maximum difference in MD2 relative to the 3D model (8.2%) 
was less than the average difference for the stiffened shell model. The stiffened shell 
model had a maximum difference of 18%. 

Clearly mixed dimensional models offer a significant advantage over stiffened 
shell models in terms of accuracy; whereas the stiffened shell models have considera-
bly fewer DoF, and are therefore faster to analyse than mixed dimensional models. 
The reduction in analysis time, estimated to be less than one minute for the stiffened 
shell model compared to 30 minutes for the mixed dimensional model, has to be con-
trasted with the preparation time. The preparation of the stiffened shell model is be-
lieved to have taken in excess of two weeks, compared to the preparation of the mixed 
dimensional model which it is believed will take under half a day when the proce-
dures have been properly implemented. Clearly when preparation time is considered 
mixed dimensional modelling offers significant advantages. 

Table 1. Modal analysis data and results 

 3
D  

M
D1 

M
D2 

Stiffened 
shell 

Degrees of freedom (millions) 9
.4 

3.7 0.7 0.04 

DoF (% of 3D)  40 8 0.5 
Mean modal frequency (% diff. to 3D)  1.3 3.2 8.5 
Max modal frequency (% diff. to 3D)  4.2 8.2 18 

8.2   The Static Analysis 

A static analysis is used to determine the equilibrium state of a part under a non-
dynamic load. A static analysis was carried out for the 3D model and the mixed dimen-
sional model MD2. A static analysis was not completed for MD1 as it was deemed to 
have too many degrees of freedom to be an acceptable approximation. The analysis con-
sisted of clamping the face of one of the flanges, arrowed in Figure 20 (a), and applying 
a circumferential displacement of 0.1mm to the face arrowed in Figure 20 (b). The  
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constraints, imposed using a cylindrical coordinate system, were ur = 0mm, uθ=0.1mm 
and uz = 0mm. After the analysis the resultant torque on the face which had been dis-
placed was measured. It is worth noting that both of these flanges are missing from the 
stiffened shell model, so if it was to be analysed in the same way the boundary condi-
tions would also have to be approximated. 

The results for the 3D model and the mixed dimensional model were compared. 
The resulting torque in the mixed dimensional model is 5.9% higher than in the 3D 
model. For both the static and modal analyses the mixed dimensional model had a 
higher stiffness than the 3D model. 

Ur= 0mm 
U = 0mm 
Uz= 0mm 

Ur= 0mm 
U =0.1mm 
Uz= 0mm  

(a) clamped face (b) displaced face  

Fig. 20. 

9   Discussion 

Stiffened shell models offer low analysis times, with reasonable global accuracy. This 
paper presented mixed dimensional modelling as an alternative, offering better accuracy 
than the stiffened shell model while retaining a significant reduction in analysis time 
over a full 3D model. The ability to create models of this type automatically enables 
rapid iteration during the design process. 

The underlying technology for the procedures in this paper is the 3D medial axis 
transform which remains a topic of research in its own right. Although significant 
progress has been made in recent years, a robust implementation is not commercially 
available. The complex regions in the model, at the junctions where different solids 
meet, are the most difficult regions in which to compute the medial axis. The easiest 
are the medial faces which lie between two object faces. Fortunately it is the latter, 
easier to produce medial faces, which are required for the procedures outlined in this 
paper. Even though a robust implementation of the 3D MAT is not available at the 
time of writing, the information provided by the implementations that do currently 
exist is sufficient for the procedures in this paper. 

The consequence of the medial axis failing to compute in a particular region is that 
the lack of medial information will stop the region from being dimensionally reduced, 
and the idealisation will not be as complete as it should be. This will have a detrimental 
effect on analysis time, but will not adversely affect the accuracy of the idealisation. 

Even today’s most powerful workstations have a limit to the number of degrees of 
freedom that can be successfully analysed, meaning it is not always possible to use a 
suitably dense mesh in the complex regions of the part to accurately model their be-
haviour. An alternative use offered by 3D-2D mixed dimensional modelling is that by 
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reducing the number of degrees of freedom used to model the simple regions, more 
elements can be used to model the complex regions, providing more accurate results, 
while still remaining within the computational limits of the workstation. 

Sometimes when the thin sheets of material are removed from a component the re-
sult is made up of long slender solids. This was demonstrated for the gas turbine en-
gine component in Figure 3. A lot of elements can be required to mesh these regions 
due to the small element size imposed by the small lateral dimensions of the solid, and 
the constraint on element aspect ratio for unstructured tet meshing.  A significant ad-
vantage can be achieved by appropriately meshing these regions using anisotropic ele-
ments, with greater dimensions along the length of the solid than on its cross section.  
This meshing structure can be achieved by stretching elements along the length of the 
solid, or by sweeping a mesh of the cross section along its length, with a large distance 
between where the layers of nodes are placed. This meshing structure requires the con-
straint on element aspect ratio to be removed. [14] discussed the identification of the 
“tubular” regions in a model, which are similar to the long slender solids. 

An alternative approximation is to reduce these long thin regions to their midline 
and mesh them using 1D beam elements.  If beam elements were used to model these 
long solids the global model would become a 3D-2D-1D mixed dimensional model.  
Appropriate mixed dimensional coupling would be required for this type of model.  
The coupling requirements would be greatly simplified if the 3D cells representing 
complex regions were replaced with 0D inertias, forming a 2D-1D-0D model, which 
would be more efficient still. 

10   Conclusions 

In this paper procedures have been described which can be used to create mixed di-
mensional idealisations from 3D CAD models suitable for finite element analysis. 

Regions in a model are suitable for dimensional reduction when: 

• In 3D the lateral dimensions are large relative to the thickness  
• In mixed dimensional modelling: 
• Medial axis transform information can be used to identify the regions suitable 

for dimensional reduction. 
• Regions suitable for dimensional reduction can be idealised using the medial en-

tity representing the region. 
• Cellular models provide a suitable representation in which a detailed model and 

its structural idealisation can coexist. 
• Mixed dimensional models can be created automatically, removing the need for 

a skilled analyst, and reducing model preparation time. 
• Mixed dimensional modelling does not require a full 3D MAT.  Any procedure 

which identifies the medial faces of thin sheet regions is acceptable. 
• Finite element analysis is faster for a mixed dimensional model than for a solid 

model, and although stiffened shell models are faster still, their preparation time 
is much longer and they are subject to modelling errors. 

• The increased analysis time required to analyse a mixed dimensional model 
compared to a stiffened shell model is acceptable, given the higher accuracy 
achieved and much lower preparation time. 



298 T. Robinson et al. 

Acknowledgements 

The research reported in this paper was supported by the VIVACE Integrated Project 
(AIP3 CT-2003-502917) that is partly sponsored by the Sixth Framework Programme of 
the European Community (2002-2006) under priority 4 “Aeronautics and Space”. The 
authors wish to express particular thanks to members of the Mixed Dimensional Model-
ling Task (led by Arnaud Quenardel) within the Whole Engine Modelling Workpackage 
(led by Graham Harlin). Alex Samson created the 3D reference model of Figures 19 and 
20, and another model of which Figure 3 shows a section. Norbert Kill analysed mixed 
dimensional model MD1, whilst Edouard Dekytspotter created the stiffened shell model 
of Figure 19(b). This paper reflects only the author’s views, and the Community is not 
liable for any use that may be made of the information contained therein. 

References 

1. Armstrong, C., Robinson, T., Ou, H.: QUB Recent Advances in CAD/CAE Technologies 
for Thin-Walled Structures Design and Analysis. In: Keynote address to Fifth International 
Conference on Thin-Walled Structures, Brisbane, Australia (2008) 

2. Chong, C.S., Kumar, A.S., Lee, K.H.: Automatic solid decomposition and reduction for non-
manifold geometric model generation. Computer Aided Design 36(13), 1357–1369 (2004) 

3. Kim, S., Lee, K., Hong, T., Kim, M., Jung, M., Song, Y.: An integrated approach to realize 
multiresolution of B-rep model. In: Proceedings of the 2005 ACM symposium on Solid 
and physical modelling, Cambridge, Massachusetts, pp. 153–162 (2005) 

4. Blum, H.: A transformation for extracting new descriptors of shape. Models for the Per-
ception of Speech and Visual Form, 362–380 (1967) 

5. Ramanathan, M., Gurumoorthy, B.: Constructing medial axis transform of planar domains 
with curved boundaries. Computer Aided Design 35(7), 619–632 (2003) 

6. TranscenData, http://www.transcendata.com/cadfix.htm 
7. Goodier, J.N.: On the problems of the beam and the plate in the theory of elasticity. Trans. 

Roy. Soc. Canada Sect. III, 65–88 (1938) 
8. Yin, L., Luo, X., Shephard, M.S.: Identifying and Meshing Thin Sections of 3-D Curved 

Domains. In: Proceedings of the 14th International Meshing Roundtable, pp. 33–54 (2005) 
9. Chapelle, D., Ferent, D., Bathe, K.J.: 3D-shell elements and their underlying mathematical 

model. Mathematical Models and Methods in Applied Sciences 14(1), 105–142 (2004) 
10. McCune, R.W., Armstrong, C.G., Robinson, D.J.: Mixed-dimensional coupling in finite 

element models. Int. J. Numer. Methods Eng. 49(6), 725–750 (2000) 
11. Monaghan, D.J., Lee, K.Y., Armstrong, C.G., Ou, H.: Mixed dimensional finite element 

analysis of frame models. In: Proceedings of the 10th International Offshore and Polar Engi-
neering Conference, Seattle, WA, USA, May 28-June 2, 2000, vol. 4, pp. 263–269 (2000) 

12. Shim, K.W., Monaghan, D.J., Armstrong, C.G.: Mixed Dimensional Coupling in Finite 
Element Stress Analysis. Engineering with Computers 18(3), 241–252 (2002) 

13. VIVACE. Value Improvement through a Virtual Aeronautical Collaborative Enterprise 
(2007), http://www.vivavceproject.com 

14. Goswami, S., Dey, T.K., Bajaj, C.: Identifying Flat and Tubular Regions of a Shape by 
Unstable Manifolds. In: ACM Symposium on Solid and Physical Modeling, Cardiff, 
Wales, ACM Solid and Physical Modeling 2006, pp. 27–37 (2006) 


